
CAN-01: Run a remote job 

A science gateway developer or application developer (hereafter referred to as “developer”) needs to 

enable an application to submit and manage jobs on remote high-performance computing (HPC) or 

high-throughput computing (HTC) resources. 

We assume the application specifies the computing resource for each job. We also assume that any 

input data and code needed by the job is already on the computing resource and all results will be left 

on the computing resource. (Other use cases may provide mechanisms for staging data in or out.) 

Finally, we assume that the HPC or HTC resource has its own job queueing, scheduling, and execution 

mechanisms that can be accessed by authorized users. 

In most cases, the developer wants to experience it as follows. 

1. The developer visits the XSEDE website, searches for information on remote job submission 

methods, and uses the information found to develop an application that uses one of the 

recommended job submission interfaces. 

2. When the application needs to submit a job to a computing resource, it invokes the job 

submission interface to submit the job and receives either an immediate failure response or a 

success response that includes a job identifier. 

3. The application uses the job submission interface to periodically check (“poll”) the status of the 

job--using the job identifier from Step 2--until the status indicates the job has completed. At this 

point, the application takes whatever action its logic dictates. 

The experience will always be as described above except when any of the following are true instead. 

1. Instead of polling the job submission interface as described in Step 3, the application requests 

notifications (aka “callbacks”) for status changes when it submits the job in Step 2. In this case, 

the application receives a callback or notification via the job submission interface whenever the 

job status changes. 

2. In Steps 2 and 3, the application may need to interact with the session directory (data storage) 

on the computing resource before, during, or after the job executes. 

3. In Step 2, the application requires “at most once” semantics. This means that if the application 

submits the same job request more than once (e.g., because an earlier submission was not 

acknowledged), the job will be executed at most once. The application must provide a unique 

job identifier for each submission, and the job submission interface may specify a maximum 

time period within which the “at most once” guarantee is valid. 

We’ll accept any solution as long as the following are true. 

1. In Step 1, the description of each recommended job submission interface includes information 

about the interface’s performance attributes (availability, reliability, scalability) and consistency 

(for the submission interface itself and for response codes and job statuses) across the various 

computing resources with which it can be used. 

 



2. In Step 2, the job submission interface must provide a securely authenticated identity for the 

application (see use case CAN-06) that the resource can use to make authorization decisions and 

to report usage. 

3. In Step 2, if the job submission cannot be accepted by the computing resource for any reason, 

the job submission interface returns an appropriate failure response. 

4. In Step 2, each job’s status can continue to be checked for at least 24 hours after it completes. 

5. In Step 3, if the job fails to execute or complete for any reason, the job status provides sufficient 

information for the application (or the developer) to understand what happened. 

 

 


